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• Banks, particularly large banks, have matured process of managing model risk

– 10+ years SR11-7/OCC11-12

– MRM applied to all models including AI/ML

• Key elements of MRM practice

– Senior management oversight (e.g., Model Risk Committee, Board reporting)

– Structured and well-defined policy and process to manage the entire model life-
cycle

– Integrated system to manage risk of all models

– Clear accountability and authority

– Independence and stature of MRM and model validators

Model Risk Management (MRM)
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Key Elements of ML Model Validation

Conceptual 
Soundness

Outcome 
Analysis

Explainability Interpretability

CausalityOverfitting

Robustness

Error Analysis: Weak 
Spots

Reliability Bias/Fairness

Resiliency: Distribution Shift



Python Interpretable Machine Learning
https://github.com/SelfExplainML/PiML-Toolbox

Model Building

PiML (or π·ML, /ˈpaɪ·ˈem·ˈel/) is a new Python toolbox for 
Interpretable Machine Learning model development and 
validation. Through low-code automation and high-code 
programming, PiML supports various machine learning 
models in the following two categories:

• Inherently interpretable models:
1. EBM: Explainable Boosting
2. GAMI-Net: Generalized Additive Model with 

Structured Interactions 
3. ReLU-DNN: Deep ReLU Networks using Aletheia

Unwrapper
• Arbitrary black-box models e.g.

1. LightGBM or XGBoost of varying depth
2. RandomForest of varying depth
3. Residual Deep Neural Networks
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Model Diagnostics
Comprehensive model weakness testing:
1. Error analysis slicing to identify weak area
2. Overfit and underfit identification
3. Robustness: sensitivity to small changes including 

measurement error in variables
4. Reliability: statistical confidence of prediction and 

identification of weak area
5. Resiliency: model performance under distribution 

drift and variable drift sensitivity

Model Comparison
1. Explainability vs. Interpretability: comparison 

between post-hoc explainability vs. exact 
interpretability for interpretable models

2. Model weakness: performance, robustness and 
resiliency
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Risk Dynamics and Machine Learning



AutoML?
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• Multiplicity, Roshomon’s effect and Benign Overfitting

– Various choices of hyper-parameter tuning can give 

similar predictive performance

– Unsound models can have very good performance

• Model explainability can uncover and spot trouble; but 

explainers for ML can be easily wrong

• Inherently interpretable ML models provide confidence 

and benefit beyond explainability

– Less complex, well—regularized—models tend to be 

more stable

• Standard outcome testing is insufficient, we must test 

models beyond accuracy: overfitting, robustness, reliability 

and resiliency

Model complexity (Scaled GDF)

Model complexity (Scaled GDF)

?

Training

Testing



Taxonomy of Explainable Machine Learning

Explainable 
Machine 
Learning

Intrinsic 
Interpretability

Post-hoc 
Explainability

Global 
Explanation VI, PDP, ICE, ALE, Global

Local 
Explanation

LIME/Anchors, SHAP, …

Surrogate 
Model

Low 
Performance

Linear/Logistic Regression,  
Decision Tree (shallow), …

High 
Performance

Constrained DNN Architecture 
(GAM/GAMI-Net, xNN) , 
SIMTree, ReLU DNN, …

Linear/Logistic Regression,  
Decision Tree (shallow), …

Self-Explanatory Machine Learning

Model Agnostic 
(Black Box)

Model Specific
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Deep ReLU Neural Networks is Locally Interpretable

Each hidden layer:

• Linear: affine transformation

𝑧
( )

= 𝒘
( )

𝝌( ) + 𝑏
( )

• Nonlinear: ReLU activation

𝜒
( )

= max 0, 𝑧
( )

Output layer: 

𝔼 𝑦 = 𝜎 𝒘( )𝝌( ) + 𝒃( )

GLM (generalized linear model)

Sudjianto et al. (2020): https://arxiv.org/abs/2011.04041
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Deep Neural Networks: Activation Pattern

Each activation pattern results in a convex region partitioning of the input domain.

Activation pattern: binary vector with entries indicating the on/off state of each neuron.



Can we rely on post hoc explainers?
* Example from PiML: https://github.com/SelfExplainML/PiML-Toolbox
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• Simple example using California House Price Data

• Post hoc explainers often conflicting among each others

• Testing with ‘ground truth’ using interpretable models show that post hoc explainers often fail to match
• Example: small ReLU Networks with 8 Local Linear Models as the ground truth

LIME SHAP ReLU DNN LLM (ground truth)
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Designing Interpretable ML Models

Interpretable 
Machine Learning 

Model Design

Feature 
Selection

Architecture 
Constraints

Meaningful features

Causal features

Regularized features

Additive/Sub-modular

Sparsity Constraint

Monotonic Constraint

Near-orthogonality, etc.
Sudjianto and Zhang (2021): https://arxiv.org/abs/2111.01743
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• One effective way is to design inherently interpretable models by the FANOVA representation 

𝑔 𝔼 𝑦 𝒙 = 𝑔 + 𝑔 𝑥 + 𝑔 𝑥 , 𝑥 + 𝑔 𝑥 , 𝑥 , 𝑥 + ⋯

It additively decomposes a predictive model into the overall mean (i.e., intercept) 𝑔 , main effects 

𝑔 𝑥 , two-factor interactions 𝑔 𝑥 , 𝑥 , and higher-order interactions … 

• Two state-of-the-art interpretable models up to two-factor interactions: 

– Explainable Boosting Machine (Nori, et al. 2019)3

– GAMI Neural Networks (Yang, Zhang and Sudjianto, 2021)4

• Other inherently interpretable models of FANOVA type are under our development, stay tuned. 

FANOVA Model Design Framework

3 Nori, Jenkins, Koch and Caruana (2019). InterpretML: A Unified Framework for Machine Learning Interpretability. arXiv: 1909.09223
4 Yang, Zhang and Sudjianto (2021, Pattern Recognition): GAMI-Net. arXiv: 2003.07132
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GAMI-Net (Generalized Additive Model with Structured Interactions)

Yang, Zhang and Sudjianto (2021, Pattern Recognition)
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• ML model performance is often measured by accuracy, as examined 

via standard ML metrics (e.g. MSE, MAE, R2, ACC, AUC, F1-score, 

Precision and Recall). 

• However, model assessment by single-valued metrics is insufficient. 

More granular diagnostics and alternative metrics are needed. 

• To check model underfitting, perform error analysis based on 

residuals 

– Residual plot marginally for each feature of interest;

– WeakSpot to identify weak regions with high residuals on either 

training or testing data. 

• PiML toolbox employs several slicing techniques for WeakSpot.

Accuracy, Residuals and WeakSpot

CONFIDENTIAL
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Robustness Evaluation

• Training-testing data split for model 
development often give over-optimism of 
model performance

– Model in production will be exposed to data 
distribution that are different from training 
data

• Robustness assessment: evaluate performance 
degradation by perturbing input with small 
random noise

– Model that performs the best using testing 
data during model development may not be 
the best model in production

– Model requires frequent retraining is often a 
symptom of overfitting noise
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Resilience Evaluation

• Distribution drift during model usage 
are common problem
• Models do not change but data drift

• Resilience test:
• Assess model performance 

degradation
• Identify sensitivity and vulnerability 

due to covariate shift
• Rank covariates using distribution 

shift measure such as Population 
Stability Index (PSI)

𝑃 𝑌 𝑋 = 𝑃 𝑌 𝑋  but 𝑃 𝑋  ≠ 𝑃 𝑋  
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Reliability Evaluation

• Measure model performance beyond simply 
measuring their accuracy (e.g.,MSE, AUC, etc)

• Prediction reliability assessment is  important to 
understand where the model produces less reliable 
prediction

– Wider prediction interval  less reliable prediction

• Quantification of reliability can be done using 
Conformal prediction

Given a pre-trained model 𝑓(𝒙), a hold-out calibration data 𝒳 , a pre-defined conformal score 𝑆(𝒙, 𝑦, 𝑓)

and the error rate 𝛼 (say 0.1)

1. Calculate the score 𝑆 = 𝑆(𝒙, 𝑦, 𝑓) for each sample in 𝒳 ;

2. Compute the calibrated score quantile 

𝑞 = Quantile 𝑆 , … , 𝑆 ;
𝑛 + 1 1 − 𝛼

𝑛
;

3. Construct the prediction set for the test sample 𝒙 by

𝒯 𝒙 = 𝑦: 𝑆 𝒙 , 𝑦, 𝑓 𝒙 ≤ 𝑞 .

Under the exchangeability condition of conformal scores, we have that

1 − 𝛼 ≤ ℙ 𝑌 ∈ 𝒯 𝒙 ≤ 1 − 𝛼 +
1

𝑛 + 1
.

This provides the prediction bounds with α-level acceptable error. 


